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Abstract
Machine-produced event data from news text is a cheap, accurate, and useful
source of empirical data for researchers in political science. Many quantitative
analyses rely on English language text rather than text in the local language. We
investigate the relationship between protests in Syria and subsequent violence in
Syria and demonstrate that the results are substantially different using data coded
from English and Arabic news sources. Using a gold standard hand coded dataset
(Mazur 2018), we find a significant effect of protests on subsequent violence in
the locality. The result holds when using data coded from Arabic sources, but
becomes insignificant when using English language text. These results suggest that
researchers should include text from the local language when using automated text
analysis to study subnational outcomes. We also offer guidance on which statistical
classifiers perform best on detecting protest events in short text. While a neural
net classifier using state-of-the-art BERT embeddings slightly outperforms other
models and feature representations in Arabic, a simple random forest on a bag-ofwords performs best in English.

Introduction
Much of the data used in social science is ultimately derived from text.1 While “text
analysis” has grown as a distinct technique in empirical political science, text data
has always been a major source of data in political science. Many of the standard
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datasets used in international relations and comparative politics are coded by hand
from text, and qualitative research relies on careful reading of archives, news reports,
and government documents. Qualitative researchers are often steeped in the history
and language of the places they study. As automated techniques for analyzing text
improve, these methods will (and should) be applied to automatically generating data
from text. Researchers who specialize in quantitative and computational methods often
have less understanding of the regions they are studying and can default to using easily
accessible, English-language text to generate data.
Methodologically, this paper contributes to our understanding of how reliance on international, English language sources can produce different results than if local sources in
the local language are also used. We produce two automated sets of protest data, one
produced with English language sources and a second with Arabic language sources.
Using an existing gold standard dataset hand coded from local Arabic news and NGO
reports (Mazur 2019) , we find that a locality experiencing anti-regime protests in
Syria in the period March through December 2011 increases the probability of experiencing casualties during the subsequent war. Using a machine coded protest dataset
derived from Arabic sources finds a similar, but attenuated relationship between reported protests and subsequent violence in the area. A machine coded dataset from
English text produces results that show no significant relationship between protests and
violence. This result holds despite the classifer more accurately detecting protests in
English text than in Arabic text. A researcher who only had access to machine-coded
English data would conclude that protests have no relationship to subsequent violence,
when the Arabic language data and the hand coded gold standard dataset provide
evidence for a positive relationship. However, both English and Arabic misreporting
are not independent of variables of interest, making biased inference a likely outcome.
These results suggest that researchers should take great care when using English language or other language sources to study subnational outcomes, and should use care
when using text sources in general.
Substantively, this result provides evidence that the mechanisms of collective targeting
and government responses to political opposition identified by Balcells (2017) in the
Spanish Civil War also operate in the context of the Syrian Civil War. Rather than
using pre-war opposition vote share as a measure of state opposition, as the Spanish
government was able to do during its civil war, the Syrian government was able to use
information provided by protests as a measure of anti-regime mobilization. Balcell’s
theory suggests that collective, “indirect” targeting of opposition areas during civil
war can be a rational technique for reducing postwar political opposition. We find
a positive relationship between protests and the probability of a locality expericing
civilian casualties during the first year of the war. Specifically, a protest increases
the probability of an area having at least one wartime civilian casualty by around 8
percentage points.
We also provide surprising findings on the accuracy of short document machine learning
classifiers in English and Arabic. We train machine classifiers on a set of hand-labeled
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sentences for each language, using deep bidirectional contextualized embeddings (Devlin et al. 2018), the current state of the art technique for machine classification and
a simple bag-of-words (BOW) representation. We find that a simple random forest
on BOW in English performs best, achieving much better accuracy than our Arabic
language classifiers. On Arabic text, we find that a neural network classifier on BERT
representations performs best. We compare our machine-coded data to results to a
gold standard set of protest events produced by Mazur (2018), finding that while our
English language classifier is more accurate, the data produced from Arabic text more
closely approximates the substantive findings produced using hand coded gold standard
data.
We begin with a section on our motivating substantive question, namely how governments in civil war use prewar information about political opposition to direct wartime
violence. We then discuss extending this theory to the Syrian civil war, given its substantive importance as a recent conflict with a very large amount of violence against
civilians. We also discuss how to measure the bias induced by using different news
sources. We present the data used to answer both substantive and methodological
questions, present results for each, and show that substantive results vary depending
on the language used.

Theory
Violence in civil wars is often treated as an “endogenous” process (Kalyvas 2006): individual combatants and civilians are often motivated much less by the “master cleavage”
of the war than earlier political research imagined, and internal processes of revenge,
war-winning, and individual gain are often truer explanations of individual behavior
than identity, loyalty to a side, or pre-war political preferences. Recent research, however, has begun to put the politics back into political violence. Rather than drawing
a bright line between wartime dynamics and pre- or post-war politics, this research
sees political actors in war as motivated by a desire to shape political outcomes, using
the ongoing war as a moment to do so (Balcells 2017). We draw on the literatures
on violence in civil war, especially on Balcells (2017), and information in authoritarian regimes to propose a theory of civilian targeting during war that is motivated by
authoritarian considerations of political outcomes/geography.
Violence in civil war is often the product of prewar politics. While wars produce their
own “endogenous” processes of violence and revenge (Kalyvas 2006; Balcells 2017),
wartime violence can be employed as a deliberate strategy by armed groups responding to prewar dynamics and with the goal of shaping postwar outcomes. Specifically,
civil wars offer armed groups, especially governments, a chance to eliminate potential
political opponents and shape the postwar order (Downes 2007; Valentino, Huth, and
Balch-Lindsay 2004; Balcells 2017). This research suggests that governments who seek
to eliminate opposition should target areas both where ongoing armed opposition is
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taking place, but will also use information about prewar opposition to target areas in
order to eliminate regime opponents.
Our work also situates the role of protests in the literature on information in authoritarian regimes and in opposition to authoritarian regimes. In authoritarian regimes
with limited rights to free speech and press, even highly functional states can struggle
to measure citizen’s opposition to or demands from the state. Authoritarian regimes
maintain control through a combination of concessions and repression, making decisions about when to provide goods that will placate opposition and when to repress
opponents to the regime. Elections in authoritarianism provide one mechanism for identifying opposition to the regime. Opponents can then be bought off, brought inside the
regime, or used to identify real societal demands of the state (Gandhi and Przeworski
2007; Blaydes 2010; Malesky and Schuler 2010) or opponents can be identified and
punished for their opposition (Gandhi and Lust-Okar 2009; Blaydes 2010; Trinh 2017).
Similarly, recent work in censorship in authoritarian regimes has focused on the role
of political speech in informing government policies that attempt to maintain social
control (King, Pan, and Roberts 2013).
Protests deliberately convey information about opposition, both to the state and to
other citizens who may be candidates for joining the protests. Many models of protest
movements suggest a dynamic in which people will participate in opposition activities
if they observe a large enough proportion of their neighbors engaging in opposition
activity (e.g. Lohmann 1994; Petersen 2001). Protests, then, by their very nature and
purpose, provide information about the locations and degree of opposition to the state.
A major topic in the study of civil war violence has been what information government actors use to target civilians with violence. For governments engaging in both
counterinsurgency and repression of political opponents, the limiting factor is often
being able to identify the right people to target. Much of the previous literature on
counterinsurgency saw governments as choosing between two forms of targeting: either
highly selective targeting of known individuals, or indiscriminate targeting of whole
areas without any other kind of intelligence (e.g. Downes 2007; Kalyvas 2006; Kocher,
Pepinsky, and Kalyvas 2011). Other research identified a third approach: collective
violence directs violence on the basis of partial information about the people in an
area or group (Sullivan 2012; Fjelde and Hultman 2014; Balcells 2017). We draw most
heavily on Balcells’ argument about the relationship between opposition to the regime
before civil war and the use of violence against civilians within the civil war. She finds
evidence that government actors in the Spanish Civil War used prewar opposition vote
share as a basis on which to target areas during the civil war. She argues that government actors anticipate the geographic distribution of opposition after the civil war, and
used the war as a time to target areas that opposed the government. Specifically, government actors used “indirect” violence, air power and artillery, to collectively target
areas of opposition.
Syria did not have democratic elections before the conflict began in 2011, so the Syr-
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ian government could not use opposition vote share in the same way as the Spanish
government. Instead, we suggest that protests in the early phase of the conflict could
play the same role as votes played in Spain, as public and visible indications of areas
that opposed the regime. This theory suggests a testable implication. A locality that
experiences protests in the early phase of the uprising should see more targeting of
civilians than a comparable locality that did not experience violence. Specifically, Balcells’ theory would suggest that indirect targeting, casualties resulting from indirect
weapons such as air strikes or artillery, should be greater in areas with protests. As
the war progresses, “endogenous” processes of retribution, revenge, and military considerations should come to dominate, weakening the effect of early stage mobilization.
We therefore concentrate on violence in the first year of the armed conflict, through
the summer of 2012.

Research Design
Our research seeks to answer two questions, one substantive and one methodological.
First, substantively, we would like to measure the effect of protests on wartime violence.
Second, methodologically, we would like to measure how using text data produced from
different languages affects the conclusions we reach.

Substantive research design
We are interested in estimating the effect of a protest in a location on the number of
civilians killed in that location. Specifically, we look at the number and locations of
protests during 2011 as our treatment. For simplicity, we dichotomize protests to create
a binary treatment: locations, our unit of analysis, are treated if they have at least one
protest during the period. As our outcome, we consider whether a location experiences
a civilian casualty from the beginning of the opposition movement in March 2011 until
the summer of 2012. Rather than modeling casualties as an (overdispersed) count, we
dichotomize it, with the outcome being 1 if a location experiences any casualties during
the period. We then model the outcome using a logistic regression that includes our
treatment an a series of controls. Our primary quantity of interest is the average partial
effect of protest on casualties.
The primary threat to this research design comes from the risk of treatment spillover.
Spatial data always creates the potential for treatment spillover, where a unit’s outcomes are affected by their neighbor’s treatment status, in addition to their own.
Formally, we worry that the potential outcomes of two units with identical treatment statuses are different because of the treatment status of their neighbors. If
Y (d) ̸= Y (d′ ) for d = d′ , we have a violation of the stable unit treatment value assignment and will therefore be unable to recover accurate casual estimates. Concretely,
the potential violence experienced in a community that had no protests, but was located
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very close to a different community that did have a protest, is likely to be quite different from the potential violence in a community very distant from the nearest protest.
We can mitigate this problem by expanding the treatment indicator d to include information about the treatment status of other units. Including the treatment status of
all units in the sample will address the problem, but at the cost of making estimation
impossible. However, because our primary interest is in comparing the difference in
treatment effects between international English language coverage and regional Arabic language sources, we opt for a simpler research design: we model each locality as
independent, ignoring treatment spillover issues.

Methodological
Automated text analysis is becoming an increasingly common source of data for political science researchers. Most of this data is produced by unsupervised models, such
as topic models, applied to text, as a way of categorizing or summarizing documents.
Another approach to text, though, is to extract descriptions of events from text. Automated techniques for extracting event data from text have a long history in political
science and social science (e.g. P. A. Schrodt, Davis, and Weddle 1994; P. A. Schrodt
2009; Norris, Schrodt, and Beieler 2017; Hanna 2017; Brathwaite and Park 2018), and
are likely to become more prevalent given their advantages in speed, coverage, and
replicability.
Several studies have compared the performance of machine coded event data and human coded data. Hammond and Weidmann (2014) compare machine coded data with
human coded event data, focusing on fine-grained geolocated data on conflict events in
Africa. They find that poor geolocation in GDELT results in “capital-centric” bias in
how conflict events are reported, compared to hand coded data. Bagozzi et al. (2018)
compare automated event data from AP and AFP with hand-coded data on violence
in Colombia. They find that the conclusions derived from automated event data substantively match those found using hand coded data, suggesting that machine coded
event data is an appropriate data source for studying conflict.
Our question is different. Rather than primarily estimating the biases induced by
using machine coded data instead of human coded data, we are interested in how the
language of the text used to produce machine coded data affects the conclusions we
reach. That variation exists between sources in what they cover is obvious and has
been empirically demonstrated (P. A. Schrodt, Simpson, and Gerner 2001). Across
languages, the differences are less well studied. Much of the existing research uses
only English language text to understand the world (though see Osorio and Reyes
(2017), which uses Spanish sources to study drug-related violence in Mexico). We
would expect the difference between sources to be even more pronounced for research
questions concerned with very fined-grained subnational events, some of which are less
likely to be reported in detail in international newswires than in local papers.
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Rather than using a full event coding system, which extracts actors, events, and targets
across a wide set of political behavior, we opt for a simplified, supervised machine
learning classifier that detects only whether a protest was reported in a piece of text.
This choice isolates us from some of the inaccuracies induced by more complex coders,
and also allows us to use comparable coders across languages. Our training data and
classifiers are discussed in greater detail below.
We make two sets of comparisons to measure cross-lingual discrepancies. First, how
accurate is each classifier in detecting protests across languages? If events are more
difficult to detect in different languages, this could induce potential bias if one language
or the other is used. Second, and more importantly, we answer a broader question of
clear interest to applied researchers: do the results we find depend on the news text
we use? For equally accurate classifiers, differences in coded events are likely the result
of the sources and languages used. If datasets derived from different language produce
different substantive findings, we would conclude that researchers should be concerned
with the language and sources of the data they use.

Data
Data on our dependent variable, civilian casualties, comes from Halterman (2018),
which cleans and geolocates civilian casualty data from Syria collected and reported as
part of the “Shuhada” dataset. After processing, the dataset reports the names, dates,
locations, and causes of death for civilians killed in Syria. The dataset is compiled by
local activists. Of the 5,200 unique towns in Syria used here, 527 experienced causalities
between the beginning of the conflict in early 2011 and June 1, 2012. Subsetting the
data to only “indirect” casualties, 250 locations experienced casualties resulting from
artillery or air strikes.
As our primary data source for our independent variable, the number and locations of
protests, we use a dataset of hand-coded protest events provided in Mazur (2018). This
data was collected from Arabic-language, pro-regime and pro-opposition newspapers
and records the date, location, size, tactics, and response to protests in the early phases
of the Syrian civil war. Because it was compiled from a range of sources by a scholar who
specializes in the conflict, we treat this dataset as a gold standard report on protests
in Syria. We take data for control variables, such as the size, ethnic composition, and
percentage of government workers in each town from both Mazur (2018) and Khaddour
and Mazur (2018). Out of 5,200 towns in the set of unique towns, 130 experience a
protest according to Mazur’s data.
A second, methodological question in our study is whether the use of different sources of
text data can result in different substantive conclusions. To understand this, we collect
English and Arabic-language coverage of Syria in 2011, detect possible protests using
a machine learning classifier trained on new labeled data, and resolve automatically
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Figure 1: Map of protests reported in Mazur (2018).

extracted place names to their geographic coordinates.
We begin with a comprehensive set of Arabic-language news articles from LexisNexis.
From that set, we limit our search to articles containing the words “Syria” or “Syrian”
(in Arabic), published during 2011. This reduces the set of articles in the corpus to
30,814. We perform a similar query for English sources, using all matching AP and
New York Times stories, along with a number of national US papers. We then split
each article into sentences using polyglot’s automated sentence boundary detector and
apply a statistical classifier to each (see following subsection).
Once we have a set of sentences a high predicted probability of describing a protest,
we then need to extract geographic information from each. We do so by using an
automated named entity recognizer. We resolve each of these events and towns to their
geographic coordinates using Halterman (2017) to allow easy merging between them.
From there, we assign each extracted protest event to its closest location in the set of
5,200 municipalities used in Mazur. This allows us to directly compare his hand coded
proteste dataset and our machine-coded data. These steps are described in greater
detail below.
Our approach is necessarily noisy. Our method introduces noise, potentially nonrandomly, at several steps. First, our statistical classifier is imperfect even on its constrained training data. The noise should increase even further as the classifier gets
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applied to data outside its original training set. Second, our NER models are imperfect, especially in Arabic. The labeled training data for NER in Arabic are not as
large and high quality as the ones in English. Specifically, the NER model we use is
trained on distantly labeled text from Wikipedia, meaning that named entity labels are
automatically applied based on the category of the linked article, rather than human
annotation. This process is less precise than ones involving expert human annotators,
though see Nothman, Murphy, and Curran (2009), who present evidence that distantly
supervised Wikipedia training data produces models with better generalizability than
hand labeled training data. In English, we use spaCy which has an NER F1 score on
news text, the domain in which we are using it, of 85.9.2

Statistical Classifiers
We use supervised machine classifiers trained on new hand-labeled data to detect sentences that describe protest activity. Our training data consists of approximately 700
sentences (each) in English and Arabic. Drawn from news reports and news wires and
using protest-related terms to oversample possible protest sentences, it is then labeled
by the authors. We conducted several rounds of training and validation using a set of
English-language sentences to refine our coding rules and to ensure consistency between
annotators. The 700 labels in each language were each coded by a single annotator.3
We train four classifiers on each language, using two document representations (bag-ofwords and BERT) and two machine learning models (a random forest and feedforward
neural network).
Bag-of-words is the standard document representation format in most text analysis in
political science. It consists of assigning each word in a corpus to a vocabulary number
(e.g. “protest” → 304), and representing each document as a vector reporting the
counts of each word in the document. Continuing the example, a document containing
the word “protest” will have a 1 as the 304th of its vector representation, and a 0 in the
place of every word it does not use. This representation strategy has the benefit of being
very simple, but carries costs. First, it discards word order, which is often important,
though rarely for document classification. More importantly, it treats every word as
entirely separate: learning that “demonstrate” increases the probability of a sentence
describing a protest does not automatically teach the model that “demonstrator” should
as well.
The second document representation strategy we use is BERT, a contextual word embedding approach that represents documents as fixed-length vectors in a way that
2

See https://spacy.io/usage/facts-figures#benchmarks-models-english
An obvious improvement to this approach would have several annotators label each sentence. Then,
as is standard practice in NLP, a majority vote of annotations was used as the final label. Recent work
has shown demonstrated improvements on simple majority voting using models to estimate the difficulty
of each document and the skill of each annotator. See, e.g. Paun et al. (2018).
3
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results in good performance on a number of tasks, including document classification.
Standard word embeddings, e.g. word2vec (Mikolov et al. 2013) and GloVe (Pennington, Socher, and Manning 2014), represent words as dense, low-dimensional vectors
that places words nearby in embedding space if they are used in similar contexts in a
large corpus of text. While word embeddings provide some “automatic generalization”
(Hinton and others 1986), such that “protestor” and “demonstrator” will have similar
representations, they face two shortcomings for document classification. First, static
embedding methods cannot vary a word’s representation by its context in a sentence:
“fall” has the same representation regardless of whether its neighboring words are “to
rebel forces”, “foliage”, or “of the regime”. Using single, static representations of words
thus leaves useful information behind. Second, word embeddings provide word representations, but document classifiers operate on documents. Word embeddings can be
aggregated into document representations by taking their element-wise mean, elementwise maximum, or more sophisticated techniques (Arora, Liang, and Ma 2017), but
these techniques are not explicitly optimized to improve classification accuracy.
BERT (Devlin et al. 2018) is a technique for generating contextual word embeddings,
along with a document representation that has been optimized for doing document
classification. It is trained on two tasks: predicting a small number of masked words
within an input sentence, and selecting the correct sentence to follow an input sentence. It uses a mulitlayer transformer network to include information from across the
input document into its word representations, so each word’s representation is affected
by the words around it. BERT’s other purpose comes in producing representations
that are useful for a number of tasks, including sentence parsing, question answering,
and text classification. To be useful for this purpose, it automatically generates a sentence/document embedding that is trained to perform well on document classification
tasks. BERT embeddings provide state-of-the-art performance on many NLP tasks.
We use a Python wrapper provided by Xiao (2018).
To each of these document representations, we apply two machine learning models: a
random forest and a simple feedforward neural network. Random forests (Breiman
2001) are a standard algorithm for document classification. Random forests grow a
large number of decision trees on a bootstrapped sample of data, choosing decision
rules from a subset of features at each branch. By only considering a subset of features
at each split, and by growing many decision trees and aggregating their performance,
random forests generally achieve good performance on classification tasks with many
features and few observations (as is generally the case in text classification).
Neural networks generally achieve state-of-the-art performance on text classification
tasks. Neural networks implicitly learn transformations of input features, making them
well suited to difficult classification tasks where the label is a function of combinations
of the inputs. We use a simple three layer feedforward neural network to map our
inputs onto labels. We use two hidden layers of 64 units each, with ReLu activation,
and trained using the Adam optimizer. The number of layers and units could be tuned,
but at the risk of overfitting given the limited amount of data we have. We opt not
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to use more sophisticated, word order-aware neural networks such as convolutional
neural networks (Y. Kim 2014) or neural networks with attention (e.g. Z. Yang et al.
2016; Vaswani et al. 2017). While powerful, these models generally require much more
training data than we have available and the performance gains from complex models
on document classification are often negligible (Joulin et al. 2016).

Figure 2: Arabic language protest classifiers, F1 score for four model types. Variance is
estimated by training each classifier 25 times with a random 80% training and 20% testing
split. Where applicable, best models are selected with a further 20% validation split of the
training data. Results are reported on the held out 20% test set.

We find that the simplest model, a random forest classifier using a bag-of-words representation performs the best of all models on English, though the differences in performance are slight. In contrast, the most sophisticated model, a neural network using
BERT features, performs the best on Arabic. The good performance of this model is
likely the result of the language used and the event being detected. English is not a
highly inflected language, meaning that words are for the most part not modified by
the grammatical role they play in the sentence (for example, “protest” retains the same
form whether it is used as a subject noun or direct object). This reduces the number
of word forms that the model needs to learn. In contrast, Arabic is highly inflected,
increasing the number of word forms. Because a bag-of-words model treats all words
as equally dissimilar, the model must separately learn the importance of each word
form. BERT representations, as with all embeddings, allow for “automatic generaliza11

Figure 3: Arabic language protest classifiers, F1 score for four model types. Variance is
estimated by training each classifier 25 times with a random 80% training and 20% testing
split. Where applicable, best models are selected with a further 20% validation split of the
training data. Results are reported on the held out 20% test set.

tion”, such that a model that learns that “demonstrate” makes the protest label more
probable will also infer that “demonstrator” should as well.
The nature of the classification task also means that the gains from complicated models
such as neural networks should be limited. Neural networks excel on tasks such detecting sarcasm, threats, to the correct answers to questions, where the label is complex
function of several words used together in a particular way. Moreover, neural networks
generally perform best on tasks with many thousands of labeled examples, as opposed
to the ~700 used here. In contrast, most protest events can be detected using a small
number of highly informative words, meaning that simpler models that do not include
many interaction terms or learned feature representations should still perform well and
can do so more efficiently.

Protest geolocation
We apply the classifier to the corpus of candidate sentences to find sentences that have a
high predicted probability of reporting a protest. We then need to extract the locations
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of the reported protests and resolve them to their geographic coordinates. In both
Arabic and English we do so using automated named entity recognition and queries
to the Geonames gazetteer (Wick and Boutreux 2011) in a custom local database
(Halterman 2017).
We use Polyglot NER to extract locations in both Arabic and English (Al-Rfou et al.
2015). Because English is a high resource language for natural language processing,
more accurate NER systems exist for English than the Polyglot system, e.g. spaCy
(Honnibal and Montani 2017), but we use the same system to improve comparability
between the two languages. We make a major assumption in the geolocation step: all
locations reported in a sentence that is classified as describing a protest are counted as
locations where the protest occurred. This leads to false positives. For example:
A spokesman for the local coordination committees in the city said raids
and arrests took place in Sanamin and Tafas, while evening demonstrations
took place despite the presence of tanks in the city of Dael, pointing to the
death of a soldier during the evening hours in the northern checkpoint of
the city of Dael in clashes between a few elements of announced defected
[soldiers] with other Syrian army soldiers.
Resolving an event described in a sentence to one of several locations included in the
sentence is not a trivial task. Halterman (2019) introduces a technique for linking
automatically extracted events and the locations where they occur, given potentially
multiple locations and events in a single sentence. The method, however, requires
language specific training data, and a model to do so is only available in English.
To increase cross-lingual comparability, we do not attempt any further event–location
linking in either English or Arabic.

Substantive Results
Our theory suggests the intuitive result that the probability of a location experiencing
violence should increase if that location experiences a protest during the early phase of
the war.
Figure 4 shows the computed average partial effects from four models relating whether
a location experienced at least one protest and whether it experienced at least one casualty. As expected, it suggests an increase in the predicted probability of experiencing
a casualty by around 8–9 percentage points.
A naive regression of binary casualty outcome on binary protest occurrence produces
a very large estimated effect: experiencing a protest increases the probability of experiencing at least one casualty by 60 percentage points. This regression is clearly
misspecified, however: there are certainly variables that affect both protest occurrence
and casualties. The second model accounts for the most obvious confounder: larger
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Figure 4: Average partial effect of a location experiencing at least one protest during the beginning of the conflict on whether the location experiences at least one civilian death. Distribution
from 1000 bootstrapped replications. The four models include different controls. Average partial effects are computed by subtracting the average predicted probability of violence assuming
no locations experience a protest from the average predicted probability assuming all locations
experience a protest. The uppermost ”simple” model is a single variable logistic regression. The
second model includes log population to account for protests being more likely in larger towns.
The final two models include a larger set of controls, including log population, whether the town
is Alawite, and the proportion of government workers. The “no capitals” model excludes the
large provincial capitals of Homs, Hama, Damascus, and Aleppo given that different dynamics
of mobilization may be at work here than in other cities around the country given their size,
regional prominence, and the strength of the state in governorate capitals.

communities are both more likely to have protests and more likely to experience violence. Accounting for logged community population reduces the effect size to around 8
percentage points. Adding other control variables, specifically whether the settlement
is Alawite and what percentage of the population is a government employee, changes
the estimated effect size only slightly. Finally, because large provincial capitals may
have a different process by which both protests and violence occur, we re-run the model
with controls excluding these cities. In all cases, the effect of protests on subsequent
violence is positive and significant, and the effect sizes are similar across the three
models with controls. The results are similar and significant, albeit with smaller APEs,
when the outcome is limited to indirect violence (not shown).
14

We take this as evidence that protests do have an effect on subsequent violence, though
the mechanism by which this happens is unclear. Moreover, we cannot rule out the existence of an unobserved confounder that affects both protests and subsequent violence.
An example of a confounder would be existing opposition to the regime, but which is
estimated by the regime in a way that does not rely on protests.

Methodological Results

Figure 5: Comparing the average partial effects of whether a location experienced protest (binary) on whether the location experienced any casualties. Distribution from 1000 bootstrapped
replications. The blue results (always greater) use expert hand-coded data in Mazur 2018. The
green results use protest information machine coded from Arabic language text. Red effects
use machine coded English language data.

We find that the language source used does have effects on the substantive conclusions
reached in our study of the protest–violence relationship. Figure 5 shows the varying
estimated effects of protests on casualties using gold standard data from Mazur (2018),
compared with machine coded protest data from English and Arabic news sources.
We find that replacing hand coded gold standard data with machine coded data always
reduces the estimated effect size. The attenuation in effect size should not be surprising.
The noise inherent in the statistical approach results in a noiser measure of protests,
though interestingly, the less accurate Arabic model experiences much less attenuation
than the more accurate English classifier. Comparing machine coded results to the
Mazur (2018) gold standard dataset, there are 261 locations that the Arabic language
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classifier erroneously reported protests (false positives). There are also 74 false negatives, where a protest did occur according to the gold standard hand coded dataset, but
where our Arabic language classifier and geolocation failed to detect a protest. In English, there were 194 false positives and 73 false negatives. The tradeoff between false
positives and false negatives (or, precision and recall) is easily changed by changing
either the cutoff for the classifier (set to 0.8 for these results) or in changing the dichotomization strategy for whether protests occurred. Rather than only requiring only
a single protest report for a settlement to have experienced a protest, the threshold
could be adjusted to require multiple reports, or the probability of having experienced
a protest could be modeled as a more sophisticated function accounting for classifier
confidence.

Figure 6: Explaining discrepancies between gold standard reporting (Mazur) and Arabic
and English language protest detections. Average partial effect calculated from 500 bootstrap
replications. Overreporting is localities where the classifier detected a protest not present in
Mazur’s dataset. Underreporting is the converse. Binary variables (indicated with asterisk)
show the effect of moving from 0 to 1. Continuous variables (no asterisk) show the effect of
moving from 25th percentile to 75th percentile. All covariates taken from Mazur’s replication
dataset.

In the best case, the error in detecting protests is random noise. Measurement error
has the effect of shrinking coefficient estimates toward zero. If x is whether a protest
occurred in actuality, but we only observe x̃ = x + u, where u is classical measurement
error, that is, error that is uncorrelated with x.
If violence y is a function only of protests, we then have
y = β(x̃ − u) + ϵ
= β x̃ − βu + ϵ
16

Consolidating the unobserved error from u and ϵ results in a biased estimate of β,
because unobserved error is now a function of β.
While attenuation leads to biased estimates, the situation is worse if errors are also
correlated with other variables of interest. The direction of bias is no longer easily
estimated, and the magnitude could be greater than with simple attenuation bias.
Biases in geographic reporting of conflict, especially toward urban areas, is a well known
issue in the field (Kalyvas 2004; Douglass and Harkness 2018). Figure 6 shows that
protests are not being misreported at random with respect to several of the covariates
provided in Mazur (2018).
Interestingly and worryingly, both underreporting and overreporting increase as the
population of a locality increases. Protests become more probable in larger settlements,
meaning that many of the missed protests occurred in larger cities. At the same time,
larger settlements are more likely to be mentioned in news articles, and are therefore
more likely to be (erroneously) detected by the automated system. Both over and
underreporting are also correlated with other variables of substantive interest, including
the ethnic composition of the settlement.
Together, the comparison between the statistical method and the hand coded data suggests two conclusions. First, in this context and for this question, the Arabic language
data is more accurate in uncovering the true relationship between protests and violence.
This provides suggestive evidence that researchers using machine learning methods on
text to measure subnational phenomena should use local sources in the local language,
alongside international reporting. A stronger statement would require extending the
research to other questions in other contexts. Second, it suggests that while useful and
certainly cheaper to produce, data derived automatically from text data is not without
biases. Researchers should not assume that measurement error in machine produced
data is independent of important substantive variables.
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Conclusion
Substantively, we demonstrate the effect of protests on subsequent violence in the Syrian
civil war. This result provides evidence that the mechanisms described by Balcells in
the Spanish civil war apply to a much different context, under authoritarian conditions
instead of democracy, using protests as signals of anti-regime mobilization as opposed to
vote share for the opposition, and in a different region and century. We leave to future,
substantive work the issue of disentangling the mechanisms behind the effect. To what
extent does the government have other sources of information on opposition besides
protests? Are there conditions under which the government would offer concessions
as opposed to repressing? And to what extent were repressive decisions made at the
central government level as opposed to locally?
Methodologically, our results demonstrate that the text sources used can affect the
conclusions reached. A researcher with access only to international, English-language
news sources would conclude that there is no significant relationship between protests
and violence. According to hand coded data and data machine coded from text, this
conclusion would be incorrect. As researchers increasingly draw on machine coded
text, they should also draw on regional sources in non-English languages. However,
local languages are not a panacea: machine coded Arabic language reports are not
immune from differential reporting, in ways that can induce bias in estimated effects.
Finally, our results offer some guidance to researchers producing data from text using
machine learning methods. While a simple bag-of-words document representation and a
standard random forest produce the best results in English, marginal accuracy gains can
be made in Arabic by employing more sophisticated contextual word embeddings and
neural network classifiers. Researchers using text from highly inflected languages such
as Arabic should consider using document representations that are more efficient than
bag-of-words models. The difference in performance should increase as the concepts
being measured become more nuanced and depend on combinations of words.

18

References
Al-Rfou, Rami, Vivek Kulkarni, Bryan Perozzi, and Steven Skiena. 2015. “PolyglotNER: Massive Multilingual Named Entity Recognition.” Proceedings of the 2015 SIAM
International Conference on Data Mining, Vancouver, British Columbia, Canada, April
30 - May 2, 2015, April. SIAM.
Arora, Sanjeev, Yingyu Liang, and Tengyu Ma. 2017. “A Simple but Tough-to-Beat
Baseline for Sentence Embeddings.” ICLR.
Bagozzi, Benjamin E, Patrick T Brandt, John R Freeman, Jennifer S Holmes, Alisha
Kim, Agustin Palao Mendizabal, and Carly Potz-Nielsen. 2018. “The Prevalence and
Severity of Underreporting Bias in Machine-and Human-Coded Data.” Political Science
Research and Methods. Cambridge University Press, 1–9.
Balcells, Laia. 2017. Rivalry and Revenge: The Politics of Violence During Civil War.
Cambridge University Press.
Blaydes, Lisa. 2010. Elections and Distributive Politics in Mubarak’s Egypt. Cambridge
University Press.
Brathwaite, Robert, and Baekkwan Park. 2018. “Measurement and Conceptual Approaches to Religious Violence: The Use of Natural Language Processing to Generate
Religious Violence Event-Data.” Politics and Religion. Cambridge University Press,
1–42.
Breiman, Leo. 2001. “Random Forests.” Machine Learning 45 (1). Springer: 5–32.
Devlin, Jacob, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. 2018. “BERT:
Pre-Training of Deep Bidirectional Transformers for Language Understanding.” arXiv
Preprint arXiv:1810.04805.
Douglass, Rex W, and Kristen A Harkness. 2018. “Measuring the Landscape of Civil
War: Evaluating Geographic Coding Decisions with Historic Data from the Mau Mau
Rebellion.” Journal of Peace Research.
Downes, Alexander B. 2007. “Draining the Sea by Filling the Graves: Investigating the
Effectiveness of Indiscriminate Violence as a Counterinsurgency Strategy.” Civil Wars
9 (4): 420–44.
Fjelde, Hanne, and Lisa Hultman. 2014. “Weakening the Enemy: A Disaggregated
Study of Violence Against Civilians in Africa.” Journal of Conflict Resolution 58 (7).
SAGE Publications Sage CA: Los Angeles, CA: 1230–57.
Gandhi, Jennifer, and Ellen Lust-Okar. 2009. “Elections Under Authoritarianism.”
Annual Review of Political Science 12. Annual Reviews: 403–22.
Gandhi, Jennifer, and Adam Przeworski. 2007. “Authoritarian Institutions and the

19

Survival of Autocrats.” Comparative Political Studies 40 (11): 1279–1301.
Halterman, Andrew. 2017. “Mordecai: Full Text Geoparsing and Event Geocoding.”
The Journal of Open Source Software 2 (9). doi:10.21105/joss.00091.
———. 2018. “Violence Against Civilians in Syria’s Civil War.” MIT Political Science
Department Research Paper.
———. 2019. “Geolocating Political Events in Text.” NLP+CSS Workshop, NAACL.
Hammond, Jesse, and Nils B Weidmann. 2014. “Using Machine-Coded Event Data for
the Micro-Level Study of Political Violence.” Research & Politics 1 (2).
Hanna, Alex. 2017. “MPEDS: Automating the Generation of Protest Event Data.”
SocArXiv Https://Osf. Io/Preprints/Socarxiv/Xuqmv.
Hinton, Geoffrey E, and others. 1986. “Learning Distributed Representations of Concepts.” In Proceedings of the Eighth Annual Conference of the Cognitive Science Society,
1:12. Amherst, MA.
Honnibal, Matthew, and Ines Montani. 2017. “SpaCy 2: Natural Language Understanding with Bloom Embeddings, Convolutional Neural Networks and Incremental
Parsing.” To Appear.
Joulin, Armand, Edouard Grave, Piotr Bojanowski, and Tomas Mikolov. 2016. “Bag
of Tricks for Efficient Text Classification.” arXiv Preprint arXiv:1607.01759.
Kalyvas, Stathis N. 2004. “The Urban Bias in Research on Civil Wars.” Security
Studies 13 (3). Taylor & Francis: 160–90.
———. 2006. The Logic of Violence in Civil War. Cambridge University Press.
Khaddour, Kheder, and Kevin Mazur. 2018. “Syria town database.” Harvard Dataverse. doi:10.7910/DVN/YQQ07L.
Kim, Yoon. 2014. “Convolutional Neural Networks for Sentence Classification.” arXiv
Preprint arXiv:1408.5882.
King, Gary, Jennifer Pan, and Margaret E Roberts. 2013. “How Censorship in China
Allows Government Criticism but Silences Collective Expression.” American Political
Science Review 107 (2). Cambridge University Press: 326–43.
Kocher, Matthew Adam, Thomas B Pepinsky, and Stathis N Kalyvas. 2011. “Aerial
Bombing and Counterinsurgency in the Vietnam War.” American Journal of Political
Science 55 (2): 201–18.
Lohmann, Susanne. 1994. “The Dynamics of Informational Cascades: The Monday
Demonstrations in Leipzig, East Germany, 1989–91.” World Politics 47 (1). Cambridge
University Press: 42–101.
Malesky, Edmund, and Paul Schuler. 2010. “Nodding or Needling: Analyzing Delegate

20

Responsiveness in an Authoritarian Parliament.” American Political Science Review
104 (3). Cambridge University Press: 482–502.
Mazur, Kevin. 2018. “State Networks and Intra-Ethnic Group Variation in the 2011
Syrian Uprising.” Comparative Political Studies. SAGE Publications Sage CA: Los
Angeles, CA, 0010414018806536.
Mikolov, Tomas, Ilya Sutskever, Kai Chen, Greg S Corrado, and Jeff Dean. 2013.
“Distributed Representations of Words and Phrases and Their Compositionality.” In
Advances in Neural Information Processing Systems, 3111–9.
Norris, Clayton, Philip Schrodt, and John Beieler. 2017. “PETRARCH2: Another
Event Coding Program.” The Journal of Open Source Software 2 (9).
Nothman, Joel, Tara Murphy, and James R Curran. 2009. “Analysing Wikipedia and
Gold-Standard Corpora for Ner Training.” In Proceedings of the 12th Conference of
the European Chapter of the Acl (Eacl 2009), 612–20.
Osorio, Javier, and Alejandro Reyes. 2017. “Supervised Event Coding from Text
Written in Spanish: Introducing Eventus ID.” Social Science Computer Review 35 (3).
SAGE Publications Sage CA: Los Angeles, CA: 406–16.
Paun, Silviu, Bob Carpenter, Jon Chamberlain, Dirk Hovy, Udo Kruschwitz, and Massimo Poesio. 2018. “Comparing Bayesian Models of Annotation.” Transactions of the
Association for Computational Linguistics 6. MIT Press: 571–85.
Pennington, Jeffrey, Richard Socher, and Christopher D. Manning. 2014. “GloVe:
Global Vectors for Word Representation.” In Empirical Methods in Natural Language
Processing (Emnlp), 1532–43. http://www.aclweb.org/anthology/D14-1162.
Petersen, Roger D. 2001. Resistance and Rebellion: Lessons from Eastern Europe.
Cambridge University Press.
Schrodt, Philip A. 2009. “TABARI: Textual Analysis by Augmented Replacement
Instructions.” Dept. of Political Science, University of Kansas, Blake Hall, Version
0.7. 3b3, 1–137.
Schrodt, Philip A, Shannon G Davis, and Judith L Weddle. 1994. “Political Science:
KEDS—a Program for the Machine Coding of Event Data.” Social Science Computer
Review 12 (4): 561–87.
Schrodt, Philip A, Erin M. Simpson, and Deborah J. Gerner. 2001. “Monitoring Conflict Using Automated Coding of Newswire Reports: A Comparison of Five Geographical Regions.” PRIO/Uppsala University/DECRG High-Level Scientific Conference
on Identifying Wars: Systematic Conflict Research and Its Utility in PRIO/Uppsala
University/DECRG High-Level Scientific Conference on Identifying Wars: Systematic
Conflict Research and Its Utility in Conflict Resolution and Prevention, Uppsala, Swe-

21

den.
Sullivan, Christopher Michael. 2012. “Blood in the Village: A Local-Level Investigation
of State Massacres.” Conflict Management and Peace Science 29 (4). Sage Publications
Sage UK: London, England: 373–96.
Trinh, Minh. 2017. “Vietnam’s Tea Leaf Elections: Inferring Purpose for Authoritarian Elections from Post-Election Responses to Local Defeats.” MIT Political Science
Department Second Year Paper.
Valentino, Benjamin, Paul Huth, and Dylan Balch-Lindsay. 2004. “‘Draining the Sea’:
Mass Killing and Guerrilla Warfare.” International Organization 58 (02): 375–407.
Vaswani, Ashish, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N
Gomez, Łukasz Kaiser, and Illia Polosukhin. 2017. “Attention Is All You Need.” In
Advances in Neural Information Processing Systems, 5998–6008.
Wick, Marc, and C Boutreux. 2011. “GeoNames.” GeoNames Geographical Database.
Xiao, Han. 2018. “Bert-as-Service.” https://github.com/hanxiao/bert-as-service.
Yang, Zichao, Diyi Yang, Chris Dyer, Xiaodong He, Alexander J Smola, and Eduard
H Hovy. 2016. “Hierarchical Attention Networks for Document Classification.” In
HLT-Naacl, 1480–9.

22

Appendix A
We draw on a wide variety of Arabic language news sources to code our protest data.
The table below reports the number of sentences from each source where the protest
classifier estimated a 0.6 probability that the sentence described a protest. In the main
analysis, we limit the results to sentences where the probability was 0.8 or greater.
Arabic language source

sentences

Al Watan (Arabic)
Ad Dustour (Arabic)
As-Safir (Arabic)
AlArabiya.net (Arabic)
tayyar.org (Arabic)
Asharq Alawsat (Arabic)
An-Nahar (Arabic)
Syrian Arab News Agency (SANA)(Arabic)
Al Shabiba (Arabic)
Aleqtisadiyah (Arabic)
Palestine News & Information Agency (WAFA)(Arabic)
Al Ittihad (Arabic)
Al-Arab (Arabic)
Al Gomhurriah (Arabic)
National News Agency Lebanon (NNA)(Arabic)
Palestine News Network (PNN) (Arabic)
Al Rafidayn (Arabic)
Emirates News Agency (Arabic) (WAM)
Al Liwa (Arabic)
Saudi Press Agency (SPA) (Arabic)
Aswat al-Iraq (Arabic)
AmmanNet (Arabic)
Kuwait News Agency (KUNA) (Arabic)
Al Ayam (Arabic)
Deutsche Welle (Arabic)
Al Sahwa (Arabic)
Agency Tunis Afrique Press (TAP) (Arabic)
The Majallah (Arabic)
Jordan News Agency (Petra) (Arabic)
Yemen News Agency (SABA)(Arabic)
Agence Marocaine De Presse (MAP)(Arabic)
Al Messa (Arabic)
Algeria Press Service (Arabic)
IRIN (Arabic)
Oman News Agency (ONA)(Arabic)
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4070
2942
2688
2140
1223
894
854
678
669
669
534
318
314
294
294
284
278
232
213
189
185
139
138
127
104
103
96
96
71
62
42
41
39
34
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Arabic language source

sentences

Bahrain News Agency (BNA)(Arabic)
Al-Ahram Gate (Arabic)
Aswaq News (Arabic)
Sudan News Agency (SUNA)(Arabic)
African Manager (Arabic)
National Iraqi News Agency (NINA) (Arabic)

English language source

18
16
4
3
2
1

sentences

AP
UPI (United Press International)
The New York Times
St. Louis Post-Dispatch (Missouri)
Pittsburgh Post-Gazette
The Star-Ledger (Newark, New Jersey)
The Charleston Gazette-Mail
The New York Times Blogs
Inter Press Service
St. Paul Pioneer Press (Minnesota)
Pittsburgh Tribune Review
Asbury Park Press (New Jersey)
Newsweek
The Kansas City Star
The Virginian-Pilot (Norfolk, VA.)
The San Francisco Chronicle (California)
The Houston Chronicle
Yemen News Agency (SABA)
Las Cruces Sun-News (New Mexico)
Sacramento Bee
Herald News (Passaic County, NJ)
Springfield News-Leader (Missouri)
Star Tribune (Minneapolis MN)
The Atlanta Journal-Constitution
Winston-Salem Journal
Des Moines Register (Iowa)
The Dallas Morning News
The Philadelphia Daily News (PA)
The Albuquerque Journal
Carlsbad Current-Argus (New Mexico)
The Greenville News (South Carolina)
The Santa Fe New Mexican
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4572
2836
2794
1278
1000
866
674
644
494
272
247
200
157
108
107
46
42
39
33
26
23
22
16
14
13
11
9
5
3
3
3
1

Appendix B
In addition to F1 scores, we also report accuracy figures. Our training data is roughly
balanced, with 40–50% of sentences containing a protest, meaning that simple accuracy
figures are more informative than they would be in situations with highly imbalanced
classes.

Figure 7: Arabic language protest classifiers, simple accuracy score for four model types.
Variance is estimated by training each classifier 25 times with a random 80% training and 20%
testing split. Where applicable, best models are selected with a further 20% validation split of
the training data. Results are reported on the held out 20% test set.
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Figure 8: English language protest classifiers, simple accuracy score for four model types.
Variance is estimated by training each classifier 25 times with a random 80% training and 20%
testing split. Where applicable, best models are selected with a further 20% validation split of
the training data. Results are reported on the held out 20% test set.
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