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The Problem

How can we reliably extract location information from text? How can we
link it to political events in complex text?

After establishing a foothold in the western section of Al-Bab city,
the Turkish Army and allied Syrian rebels launched an offensive on its
neighbouring towns of Bza’a and Qabasin earlier today.
I develop a new method for automatically finding the location where
events in text occurred, using a natural language processing-informed
neural network.

Broader Context

▶ Geolocating events in text sits at the intersection of two trends: text as
data and a turn toward fine-grained subnational data. We can make text
into useful data by providing detailed geographic information for the
structured data extracted from it.

▶ Earlier approaches to event geolocation have too event-specific to be
useful for applied researchers or have not sufficiently accounted for
multiple events and locations in text.

Data

▶ Collected 8,000 new sentence-level annotations with a verb of interest and
the location(s) where the event took place.

▶ Collected 3,000 of the annotations with an active learning model to
soft-label sentences and prioritize uncertain sentences.

Convolutional Neural Net Model

▶ CNNs outperform recurrent neural nets (RNNs) on many sequence tasks
with much lower computational requirements [1].

▶ Residual networks [2] allow stacking of many convolutional layers to
broaden the model’s “receptive field”.

Model Accuracy

Model Precision Recall F1
Baseline 0.29 0.25 0.27
CNN 0.62 0.62 0.62

▶ A baseline model picks the place name
closest in the sentence to the verb of
interest.

▶ The CNN model is a major
improvement, but still flawed.

▶ The CNN model still struggles with
multi-event sentences: this suggests
the model is not emphasizing the verb
feature enough.

Output of the method on an example
sentence with “launch” as the verb.

Predict Prob Word
False 0.009 He
False 0.000 was
False 0.002 speaking
False 0.005 a
False 0.002 day
False 0.019 after
False 0.015 Ankara
False 0.001 launched
False 0.007 an
False 0.027 offensive
False 0.075 in
False 0.096 Syrian
False 0.224 town
False 0.156 of
True 0.717 Jarablus
False 0.055 .

Ablation Test

Ablation tests estimate feature importance by removing features,
retraining the model, and measuring the decrease in accuracy.

▶ Although the tensor feature contains the same information as NLP
features, adding the NLP features drastically improves performance.

▶ Removing the verb that “anchors” the event is the third largest decrease
in accuracy, indicating its importance.

Application

▶ Extract military offensives
from 15,000 local English
news stories from Syria in
2016

▶ Connect events to locations,
and resolve place names to
geographic coordinates [3].

▶ When combined with a
dataset of geolocated civilian
deaths in Syria [4], the
geolocated offensives allow us
to determine that 5.9% of
civilian deaths in Syria in
2016 occurred within one day
and 500 meters of an
announced military operation.
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Figure: Military offensives in Syria, 2016

Future Work

▶ Part of a larger research agenda on information extraction.
▶ Future models: LSTMs with attention (more computationally intensive

without necessarily better performance), multitask learning to direct model
emphasis on certain features.

▶ Future applications: US political campaign appearances, regional attention
in declassified State Department documents, and political mobilization
and government retalitation in 2011 Syria.
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